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Row-store Indexes

Classis clustered and nonclustered indexes



Physical Index Overview

ÁBasic clustered and nonclustered indexes have two levels

– Leaf

– Balanced-Tree



Pages Explained

ÁFundamental unit of data storage in SQL Server

ÁNot just one type but
– Data

– Index

– GAM 

– SGAM

– Page Free Space

– IAM

ÁPage size is 8kB

Á8 contiguous pages build an extent



Clustered Indexes

ÁClustered index is not required, but is highly recommended

ÁOne per table

ÁPhysically ordered during the creation

ÁLogical order is maintained 

ÁRequires maintenance



Clustered Index Structure

ÁB+ Tree is used for navigation and contains information for 

the lookup by the key

ÁLeaf nodes contain the table data

ÁIndex ID = 1



Clustered Index Example

ÁSmall table of exactly 80 000 rows

ÁAdd PK to the EmployeeID column

ÁEach row has an exact size of 400B

ÁData page size is 8096B
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Building the Index

ÁFirst order the data into 4000 pages based on the 

EmployeeID

ÁIn our case 1 file and usually contiguous pages
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Building the Index Continued

ÁNext we need to build the navigation tree

ÁNon-leaf pages contain

– Key Value

– Pointer – 6B (4B for PageId and 2B for FileId)

– Row Overhead – minimum 1B + 2B for slot array, other factors are

• NULL vs NOT NULL

• Variable vs. Fixed length



Building the B+Tree

ÁFor our table the entry is 11B

– 4B for EmployeeID (data type int)

– 6B for pointer

– 1B for overhead
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Clustered Index and Primary Key



Clustered Index Recommendations

ÁUnique
– No: SQL Server has to make the rows unique

ÁStatic
– No: Expensive to maintain during the updates to the key

ÁNarrow
– No: Nonclustered index overhead

ÁNon-nullable/fixed-width
– No: Adds overhead to all nonclustered indexes

ÁEver-increasing
– Requires more maintenance



Cluster Index Usage
ÁConsider using a clustered index for

– Columns that contain a large number of distinct values.

– Queries that return a range of values using operators such as BETWEEN, >, >=, <, 
and <=.

– Columns that are accessed sequentially.

– Queries that return large result sets.

– Columns that are frequently accessed by queries involving join or GROUP BY 
clausesOLTP-type applications where very fast single row lookup is required, 
typically by means of the primary key. Create a clustered index on the primary key.

ÁClustered indexes are not a good choice for:
– Columns that undergo frequent changes

– Wide keys - The key values from the clustered index are used by all nonclustered
indexes as lookup keys and therefore are stored in each nonclustered index leaf 
entry.



Nonclustered Index

ÁNon-clustered indexes do not affect base table structure

ÁThese indexes are affected by whether or not the table is 

clustered

ÁLeaf pages do not contain the data but rather pointers to

– Clustered Index

– Heap



Nonclustered Index Example

ÁLet’s add an index for SSN column

ÁColumn size is 11 B

ÁLeaf level  - Index column(s) + cluster key + over head

– Leaf level – SSN (11B) + EmployeeID (4B) + 1B over head + 2B 

slot array
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Nonclustered index over clustered index and HEAP



Impact of Clustered Index Structure

ÁEfficiency of the NCI is impacted by clustered index

ÁWhat impacts the efficiency

– Uniqueness

– Nullability

Index description Width of CL key Rows NC Indexes MB

Unique, int 11 B 10 000 000 8 840 MB

Non unique, int – max 19 B 10 000 000 8 1440 MB

Non unique, nullable int - max 22 B 10 000 000 8 1680 MB



Impact of the Clustered Index Key Data Type

ÁLet’s consider a larger table and few more indexes

ÁThe NCI index will be heavily impacted by the data type

ÁLarger index is not impacting only the disk but also 

– Memory, backups, DML operation performance, maintenance cost

Index description Width of data type Rows NC Indexes MB

int 4 B 100 000 000 12 4 550 MB

datetime 8 B 10 000 000 12 9 150 MB

guid 16 B 10 000 000 12 18 300 MB

composite 32 B 100 000 000 12 36 600 MB

composite 64 B 100 000 000 12 73 250 MB



Non-clustered Index Usage

ÁConsider using non-clustered indexes for:

– Columns that contain a large number of distinct values, such as a 

combination of last name and first name

– Queries that do not return large result sets.

– Columns frequently involved in search conditions of a query 

(WHERE clause) that return exact matches.

– Decision-support-system applications for which joins and grouping 

are frequently required. 

– Covering all columns from one table in a given query. 



Fill Factor

ÁFill factor controls the space utilization within a page

ÁWhen creating and index you can specify

– Fill factor (for leaf nodes)

– Pad Index (to apply the fill factor to non-leaf nodes)

– Fill factor 0 and 100 have same result



Filtered Indexes

ÁBy default, the leaf level of a nonclustered index contains 

one index row for every row of data in the

table

ÁFiltering the index content based on the predicate can be 

useful when

– Column contains a lot of NULL values

– Queries retrieve specific ranges of values

– Queries retrieve specific interesting values



Limitations of Filtered Indexes

ÁYou can’t use

– BETWEEN

– NOT IN

– CASE statement

– Date functions such as DATEADD()

ÁThe query optimizer won’t consider filtered indexes if you’re 

using local variables or parameterized SQL
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Filtered Index



Columnstore Indexes

Introduced with SQL Server 2012



Columnstore Indexes

ÁColumnstore indexes work well for data warehousing 

workloads that primarily perform bulk loads and read-only 

queries

ÁTypical data warehouse queries

– Process large amounts of data

– Reporting queries

– Often slower



Columnstore Index Stucture

ÁImproved compression:

– Data from same domain compress better

ÁReduced I/O:

– Fetch only columns needed

ÁImproved Performance:

– More data fits in memory

– Optimized for CPU utilization



Columnstore Index Stucture

ÁRow Group

– Set of rows (typically 1 million)

ÁColumn Segment 

– Contains values from one column from 

the row group

ÁSegments are compressed

ÁEach segment stored separately

ÁSegment is unit of transfer between 

disk and memory



Columnstore Index Example
OrderDateKey ProductKey StoreKey RegionKey Quantity SalesAmount

20101107 106 01 1 6 30.00

20101107 103 04 2 1 17.00

20101107 109 04 2 2 20.00

20101107 103 03 2 1 17.00

20101107 106 05 3 4 20.00

20101108 106 02 1 5 25.00

20101108 102 02 1 1 14.00

20101108 106 03 2 5 25.00

20101108 109 01 1 1 10.00

20101109 106 04 2 4 20.00

20101109 106 04 2 5 25.00

20101109 103 01 1 1 17.00

OrderDateKey ProductKey StoreKey RegionKey Quantity SalesAmoun

t

20101107 106 01 1 6 30.00

20101107 103 04 2 1 17.00

20101107 109 04 2 2 20.00

20101107 103 03 2 1 17.00

20101107 106 05 3 4 20.00

20101108 106 02 1 5 25.00

OrderDateKey ProductKey StoreKey RegionKey Quantity SalesAmount

20101108 102 02 1 1 14.00

20101108 106 03 2 5 25.00

20101108 109 01 1 1 10.00

20101109 106 04 2 4 20.00

20101109 106 04 2 5 25.00

20101109 103 01 1 1 17.00

~1M rows



Columnstore Index Example - Segments
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Query Processing - Read The Data Needed

SELECT ProductKey, SUM (SalesAmount) 

FROM SalesTable

WHERE OrderDateKey < 20101108



Clustered vs. Non-clustered Columnstore Index

ÁNonclustered

– No DML support, no updates (data refresh)

– Only secondary, non-clustered, columnstore indexes supported

– Poor memory management (resource governor was not honored, 

index build/re-build, run-time)

– No batch hash join spilling

– Limited data types support

– Limited batch operations supported



Clustered vs. Non-clustered Columnstore Index

ÁClustered

– Simplifies management – no secondary indexes to maintain

– Additional data types are supported

• High precision decimal, datatypeoffset, binary, varbinary, uniqueidentifier

– Still unsupported types: spatial, XML, max types

– DDL supported

– Updatable



Updating the Columnstore Index
Á DML (update, delete, insert) operations leverage delta store

Á INSERT Values
– Always lands into delta store

Á DELETE
– Logical operation

– Data physically remove after REBUILD operation is performed.

Á UPDATE
– DELETE followed by INSERT.

Á BULK INSERT
– if batch < 100k, inserts go into delta store, otherwise columnstore

Á SELECT 
– Unifies data from Column and Row stores - internal UNION 

operation.

Á “Tuple mover” converts data into columnar format once delta 
store is full (~1M of rows)

Á REORGANIZE statement converts delta store into columnar 
storage.
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